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METHODS, COMPUTER SYSTEMS, AND COMPUTER READABLE MEDIA

FOR CONTROLLING THE STATUS OF NETWORK ADDRESS SPACE

TECHNICAL FIELD

The present invention is related to the administration of network address space.

More particularly, the present invention relates to controlling the status of blocks of

network address space.

BACKGROUND

Networking addresses serve to identify devices and/or locations on a network and

may include various classes of information, including telephone numbers, medium access

control values corresponding to layer 2 of the communications protocol stack, Internet

Protocol ("IP") addresses corresponding to layer 3 of the communications protocol stack,

Autonomous System Numbers ("ASN") corresponding to layer 4 of the communications

protocol stack, serial numbers, and others. Furthermore, each of the classes of

networking addresses may have variations. For example, IP addresses may be of

different varieties such as Internet Protocol version 4 ("IPv4") and Internet Protocol

version 6 ("IPv6").

Networking addresses such as these must be maintained by an organization and

managed appropriately. Such management must insure that no two devices, and/or

locations depending upon the class of network addresses, are assigned the same

networking address in a common routing area of a network. Additionally, these

addresses must be managed appropriately so that networking addresses are assigned to

maximize routing table efficiency. Furthermore, because networking addresses are

limited commodities, if the available addresses are not appropriately managed, then

addresses may be wasted by being unused while a need exists for those addresses. Thus,

address uniqueness and appropriate distribution are important factors in network

performance.

Conventionally, networking addresses are managed through the manual use of a

text listing or a spreadsheet. The spreadsheet may consist of a column of networking

addresses or blocks of addresses, with additional columns containing attributes of each
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address or block of addresses. The information in the cells of the text listing or

spreadsheet is updated when the set of managed addresses or the attributes of the

addresses have changed. Accordingly, the network administrator must study the

spreadsheet to find out the attribute value(s) for a particular networking address or block

5 of addresses. For example, a particular sheet of a spreadsheet may represent a particular

network so that the networking addresses on this particular sheet are those designated for

that network. Furthermore, one or more columns within a sheet may represent the status

of the address block while another column represents the associated network equipment

for allocated addresses.

10 The conventional method of manually tracking network addresses in a

spreadsheet provides the administrator with no management tools other than the raw

information within the spreadsheet cells. A text listing or spreadsheet may display at

most a few hundred data elements in a concise format, whereas an administrator may be

responsible for millions of addresses. Furthermore, views of the data are limited to the

15 original organization of the data, for example, in order of address, which requires manual

searches or additional utilities to access the information by another perspective, i.e.

addresses of a particular status. For address formats such as IP that use classless

interdomain routing ("CIDR") based numbering, addresses may be administered in

blocks of very specific sizes and boundaries. These limits are not obvious in the

20 conventional spreadsheet method except perhaps to those administrators with a thorough

familiarity with the address format, which makes the administration of the addresses

more difficult.

The administration of networking address space may require various actions. For

example, a portion of space assigned to one network and initially given a free status may

25 later be needed for allocation to a different status, such as being given a connected status

for use with particular network connections of devices. As another example, a portion of

space that already has been allocated to a particular status may need to be deallocated to

return to the pool of free space for the assigned network so that it can later be re-

allocated. Additionally, a portion of space that has been allocated may need to be

30 reclaimed, such as where the portion has been transferred to another network during a

lend of address space.
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The lack of an automated process for controlling the status of portions of the

network addressing space creates many problems for the administrator. For manual tasks

of administrating the networking address space, there is room for clerical errors as well as

errors in judgment each time a manual activity is done. The administrator may

experience difficulties in each of the activities required to administer the networking

address space including allocation, deallocation, and reclaim.

For allocation, an example of a problem the administrator may face is difficulty in

finding available blocks of particular sizes that may be available for allocation to a

needed status for a given network. The manual task of dividing up blocks to allocate as

needed often leads to the inefficient distribution of address space due to difficulty in

manually judging the size and location of the block to allocate.

Additionally, there are issues associated with deallocating blocks that have been

previously allocated to a particular status. The blocks must be manually located within

the spreadsheet to change their status as appropriate. Furthermore, coalescing ofnewly

deallocated blocks with adjacent free blocks may be overlooked during the manual

process. The failure to coalesce smaller blocks into fewer larger ones leads to

unnecessary complexity within the representation of the network space. Furthermore, it

may be desirable to delay the availability of deallocated blocks for re-use. Addresses

persist in the memory of network equipment after the addresses have been deactivated.

Reactivation of the addresses before expiration of the old information may cause routing

problems. This delay may be overlooked in the manual process. Additionally, these

blocks to be deallocated may be needed for a previously initiated reclaim action such that

their deallocation should be suspended, but the manual deallocation may overlook the

previously initiated reclaim.

In addition to the issue noted above for deallocation, reclaims present several

other difficulties for administrators. For example, reclaims may require that address

space be placed into a reserved status until a reclaim action can be completed.

Reclaiming large blocks of address space requires preventing re-use of smaller blocks

that make up the larger blocks to be reclaimed, and keeping track of those blocks that are

reserved so as to later form a large block to be reclaimed is a very difficult task to

complete manually.
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SUMMARY

Embodiments of the present invention address these issues and others by

5 providing methods, computer systems, and computer readable media that automate the

control of the status of networking address space. Accordingly, the administrator may

more easily assign one status or another to portions of the networking address space. The

administrator may control the status by providing basic information to the automated

control to complete a status change within a definitional listing for the networking

10 address space. For example, the administrator may provide a size of a block to allocate

for a particular network or provide the block to deallocate or reclaim for a particular

network.

Embodiments such as computer-implemented methods, computer systems, and

computer readable media change a status of aportion of network address space from free

1 5 to another status. These embodiments involve receiving a request of a block size to

allocate for a current network with a new status. It is detected within a definitional listing

for the network address space a block with free status of sufficient size to cover the block

size to allocate. For the current network, the new status is assigned to the detected block

within the definitional listing. Furthermore, the selection of a block may involve

20 relocation of address space from another network.

Other embodiments change a status of a portion of network address space from a

first status to a free status. These embodiments involve receiving a request of a block to

deallocate for a current network to the free status. For the current network, the free status

is assigned to the requested block within a definitional listing for the network address

25 space.

Still other embodiments change a status of a portion of network address space

from a first status to a status of a reclaim. These embodiments involve receiving a

reclaim action request for a block of a current network. It is detected whether the entire

block to reclaim is in a reclaim pending status. When the entire block to reclaim is in the

30 reclaim pending status, the reclaim action is performed upon the entire block within a

definitional listing for the network address space.
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DESCRIPTION OF THE DRAWINGS

FIG. 1 shows a typical operating environment for embodiments of the present

invention including a typical architecture of a computer where displays of network space

5 may be provided.

FIG. 2 shows an illustrative definitional listing for networking address space of an

embodiment, including the definition ofblocks for networks and associated status and

parameters.

FIG. 2A shows an illustrative definitional listing for networking address space

1 0 including utilization and aggregation values computed when rating blocks.

FIG. 3 shows an operational flow of an embodiment for allocating address space

by finding a block of the appropriate size and assigning a new status to it.

FIG. 4 shows an operational flow of an embodiment for lending networking

address space from one network to another, as used in the operational flow ofFIG. 3

1 5 when attempting to allocate networking address space.

FIG. 5 shows an operational flow of an embodiment for finding a free block as

used in the operational flow of FIG. 3 when attempting to allocate networking address

space.

FIG. 6 shows an operational flow of an embodiment for selecting a block to

20 allocate using a next block option as used in the operational flow of FIG. 3 when

attempting to allocate the networking address space.

FIG. 7 shows an operational flow of an embodiment for selecting a block to

allocate using a utilization fit option as used in the operational flow of FIG. 3 when

attempting to allocate the networking address space.

25 FIG. 8 shows an operational flow of an embodiment for selecting a block to

allocate using a rated fit option as used in the operational flow of FIG. 3 when attempting

to allocate the networking address space.

FIG. 9 shows an operational flow of an embodiment for rating a block when

attempting to allocate using the rated fit option as used in the operational flow of FIG. 8

30 FIG 1 0 shows an operational flow of an embodiment for deallocating networking

address space to a free status.
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FIG. 1 1 shows an operational flow of an embodiment for reclaiming networking

address space according to a requested reclaiming action.

FIG. 12 shows a screenshot where a user is selecting a device to add.

FIG. 13 shows a screenshot where a user is selecting a network to add the device

5 to.

FIG. 14 shows a screenshot where a user is selecting a connection for the device

being added.

FIG. 1 5 shows a screenshot where the address block for the new device is shown.

FIG. 16 shows a screenshot where the user is creating a new connection for the

1 0 device being added.

FIG 17 shows a screenshot where the newly allocated address block for the new

device is shown.

FIG. 18 shows a screenshot where the new connection and corresponding newly

allocated address block for the new device is shown.

15 FIG 19 shows a screenshot where a summary of a connection is shown upon

selection by a user.

FIG. 20 shows a screenshot where a map of address space reflects the allocation

of an address block for the newly added device.

FIG. 21 shows a screenshot where a map of address space reflects that a block of

20 address space is undefined after a lend operation moved the space to another network.

FIG. 22 shows a screenshot where a user is adding a new range of allocated space.

FIG. 23 shows a screenshot where a user is viewing the parameters of a network.

FIG. 24 shows a screenshot where a user is selecting an allocation type and order

for a network.

25 FIG. 25 shows a screenshot where a user is selecting a minimum lending limit for

a network.

FIG 26 shows a screenshot where a user is selecting a maximum lending limit for

a network.

FIG. 27 shows a screenshot where a user is deleting an address range to deallocate

30 the range.
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FIG. 28 shows a screenshot where the deallocated address block is shown with a

free status.

FIG. 29 shows a screenshot where the address block being deallocated currently is

given a re-use delay interval status.

FIG. 30 shows a screenshot where a user is initiating a reclaim action.

FIG. 31 shows a screenshot where a user has successfully requested that an

address range be added to allocate the space.

FIG. 32 shows a screenshot where a user may adjust rated fit parameters used

when rating blocks for a find operation.

FIG. 32A shows a screenshot where a user it utilizing a wizard to set the rated fit

parameters.

FIG 33 shows a screenshot where a user may add a device to a network by

selecting a device template and then may also manipulate the parameters of the device

defined by the template.

FIG. 34 shows a screenshot where the result of successfully creating a device is

shown but is prior to allocating any address space of a network for the device.

FIG 35 shows a screenshot where a user may add the device that has been created

to the chosen network which may involve selection of an available connection or creation

of a new connection.

DETAILED DESCRIPTION

Embodiments of the present invention provide automated control of the status of

networking address space to allow administrators to manage the networking address

space without manually performing the status control. This automated control of the

status of the networking address space may provide for various automated functions such

as allocating free space to a new status, deallocating space having a particular status to

free, and reclaiming space whose status has been previously manipulated such as to move

the space to a new network.

The embodiments of the present invention are implemented in a computer setting.

30 A standalone computer may implement embodiments of the present invention.

Alternatively, embodiments of the present invention may be implemented on a networked

20

25
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basis where resources are distributed over the network and are accessed through the

network as necessary. A typical operating environment for both the standalone

implementation and the network-based implementation are shown in FIG. 1

.

FIG. 1 and the following discussion are intended to provide a brief, general

5 description of a suitable computer system environment in which the invention may be

implemented. While the invention will be described in the general context of program

modules that execute in conjunction with application programs that run on an operating

system on a personal computer, those skilled in the art will recognize that the invention

may also be implemented in combination with other program modules. Generally,

10 program modules include routines, programs, components, data structures, and other

types of structures that perform particular tasks or implement particular abstract data

types.

Moreover, those skilled in the art will appreciate that the invention may be

practiced with other computer system configurations, including hand-held devices,

15 multiprocessor systems, microprocessor-based or programmable consumer electronics,

minicomputers, mainframe computers, and the like. The invention as applied to the

personal computer of FIG. 1 may also be practiced in distributed computing

environments where tasks are performed by remote processing devices that are linked

through a communications network. In a distributed computing environment, program

20 modules may be located in both local and remote memory storage devices.

FIG. 1 shows an illustrative computer architecture for a personal computer 100

for practicing the various embodiments of the invention. The computer architecture

shown in FIG. 1 illustrates a conventional personal computer, including a central

processing unit 102 ("CPU"), a system memory 104, including a random access

25 memory 106 ("RAM") and a read-only memory ("ROM") 108, and a system bus 120 that

couples the memory to the CPU 102. A basic input/output system containing the basic

routines that help to transfer information between elements within the computer, such as

during startup, is stored in the ROM 108.

The personal computer 1 00 further includes a mass storage device 1 1 0 for storing

30 an operating system 1 12 and application programs. The application programs may

include a browser 1 14 such as a conventional web browser or other dedicated program
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that may be used to provide displays of networking address space, such as the displays

discussed in commonly owned and co-pending U.S. Patent Application No. 10/642,475

entitled METHODS, COMPUTER SYSTEMS, AND COMPUTER READABLE

MEDIA FOR GENERATING DISPLAYS OF NETWORKING ADDRESSES which 1S

5 incorporated herein by reference. The application programs may also include a manager

application 116 that the browser 1 14 may operate upon, or that may function

independently to render the displays of networking address space and/or to provide the

automated control of the status of networking address space. The mass storage device

1 10 may also store definitional listings of network space usage described below in more

10 detail with reference to FIG. 2 that are utilized by the manager application 116 when

performing the control of status of the address space.

The mass storage device 110 is connected to the CPU 102 through a mass storage

controller (not shown) connected to the bus 120. The mass storage device 110 and its

associated computer-readable media, provide non-volatile storage for the personal

15 computer 100. Although the description of computer-readable media contained herein

refers to a mass storage device, such as a hard disk or CD-ROM drive, it should be

appreciated by those skilled in the art that computer-readable media can be any available

media that can be accessed by the personal computer 100.

By way of example, and not limitation, computer-readable media may comprise

20 computer storage media and communication media. Computer storage media include

volatile and non-volatile, removable and non-removable media implemented in any

method or technology for storage of information such as computer-readable instructions,

data structures, program modules or other data. Computer storage media includes, but is

not limited to, RAM, ROM, EPROM, EEPROM, flash memory or other solid state

25 memory technology, CD-ROM, DVD, or other optical storage, magnetic cassettes,

magnetic tape, magnetic disk storage or other magnetic storage devices, or any other

medium which can be used to store the desired information and which can be accessed by

the computer.

Communication media typically embody computer-readable instructions, data

30 structures, program modules or other data in a modulated data signal such as a carrier

wave or other transport mechanism and includes any information delivery media. The
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.ern, "modulated data signa." means a signal that has one or more of its charaeteristies set

or changed in such a manner as to encode information in .he signal By way of examp.e,

and no, limitation, communication media
inc.ude wired media such as a wired network or

direct-wired connection, and wireless media such as acoustic, RF, infrared, and other

5 wireless media. Combinations of any of the above should also be included w.thm the

scope of computer-readable media
Computer-readab.e media may also be referred to as

computer program product.

The personal computer 100 of FIG. 1 may also include input/output controller

interfaces 124 for receiving and processing input from a number of devices, includmg a

10 keyboard or mouse (no, shown). Similar.y, the input/output connote interfaces 124

may provide output to a display screen 126, a pnnler, or other type of output devce.

Such output may include a display of input fields and graphical user interface controls for

receiving user input to initiate a change of status to the networking address space

according to logica, operations performed by the management application 116 and

15 discussed below with reference to FIGS. 3-U.

As mentioned briefly above, a number of program modu.es and data files may be

stored in the mass storage device 1 10 and RAM 106 of the personal computer 100,

including an operating system 1 12 suitable for con.rol.ing .he operation of a stand-alone

personal computer. The mass storage device 11 0 and RAM .06 may also store one or

20 more application proems such as the browser 1 14 as well as the manager appl.cat.on

116 ft* pmvides the control of status for the networking address space. Embodiments of

,he present invention provide program modu!es for use in conjunction with the manager

program 116. The program modules may implement logical operations such as those of

FIGS 3-1 1 to control the status of the networking address space. The manager program

25 116 may utilize additional program modules as well such as to create visual dtsplays of

networking address space as discussed above.

As an alternative to providing the manager application 1 16 and related

definitional listings 118 on the mass storage device 110 of the computer 100, these

resources may be located on a communications network 128 such as the Internet as

30 mentioned above. The computer 100 may include a network interface 122 hnked to the

CPU 102 through the bus 120, and the network interface 122 permits data

10
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communications to occur between programs being performed by the CPU 1 02, such as

the browser 1 14, and the resources on the network 128. For example, the network

interface 122 may utilize Ethernet protocol to communicate with a communicates

gateway of the network 128.

The resources necessary to control the status of the networking address space

through use of the computer 100 may be located on a computer server 130 also in

communication with the network 128. Accordingly, the computer 100 may access the

resources of the server 130 over the network such as to access application programs and

data maintained by the server 130. The server 130 runs an operating system 132 winch

allows the server 130 to communicate with the network 128 to provide access to a

manager application 134 stored by the server 130. This manager application 134 can be

run by the browser 114 of the computer 100. Furthermore, the server 130 may store the

definitional listings 136 for the networking address space that maybe accessed as

necessary by the manager application 134.

While the embodiments above refer to the manager application 1 16 and /or

manager application 1 34 as being operated upon by a browser 1 14, it will be appreciated

that these application programs may instead be implemented as independently operable

computer programs that do not rely upon functionality of a browser. The particular

implementation is a design choice. However, utilizing the functionality of a browser

allows the manager application program to be operable across a variety of computer

platforms without requiring a different manager application program for each platform.

The computer 100 or computer 130 may be an administrative computer that issues

the networking address to devices of the network through operation of the manager

application. Once issued, routers reference routing tables mapping connections to

networking addresses to deliver packets to the device with a particular networking

address and receive packets sent by the device to direct them to their destination. Such

devices may be present on a global network 128 but are confined to subordinate networks

such as local area networks ("LAN") where a portion of the networking address identifies

the subordinate network and a remaining portion identifies the device on the subordinate

) network. These devices 1-N of one or more subordinate networks are shown generally in

FIG. 1 as device set 138.
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Network address spaee may be administered from a single set of addresses,

however, dividing the set of defined address space aids the network administrator ,n

managing the distribution of addresses with regard to address utilization and route

aggregation, supporting multiple address types, as well as controlling administrative

access to the addresses. This is accomplished by dividing the address space into mu.tiple

sets each associated with a distinct network which has attributes controllmg the

management of the contained space. Advanced functions of the allocation process use

network confutation and relationships between networks, which are arranged in a

Meed structure such as a tree. FIG. 2 shows an illustrative table representee of a

definitional listing for a se, ofnetworks of a corporation using IPv4. The definitiona.

listing may include networks w„h other types, o, a mix of networks of different types.

Associating address space with networks also supports the existence of drstinct

instances of address space. Transferring address space between networks and calculating

aggregate address blocks are functions ,0 be performed on a single instance of network

address space. A network is consrdered to aggregate, or share space, with tts parent

network if it is configured to aggregate and it supports the same address type (r.e. IPv4)

as its parent. A network is also considered to aggregate with an ancestor network rf ,t

aggregates with its parent and the parent aggregates with the ancestor. Any two networks

are considered to aggregate ifthey aggregate with a common ancestor. Advanced

20 functions of lending and rated fit block selection, discussed be.ow with reference to

FIGS 4 and 8, respectively, limit their scope to within a set of aggregate networks.

The listing ofFIG. 2 includes several categories of information. The category

include: a network name, an ID for the network, an ID of the parent of the network if any,

an address type, an allocation type and order, whether the network aggregates, lendmg

25 limits for the network, a re-use interval for the network, a description of the network,

address blocks assigned to the network, and a status of each address block. Each of these

categories of infom-ation is discussed in greater detail below in relation to tire operational

flow shown in FIGS. Ml. For purposes of illustration, the network category of the table

„f FIG 2 includes the tree structure and related icons reflected in the screenshots of

30 FIGS 12-3 1 and 33-35, discussed below in greater detail, to demonstrate the relattonshtp

of each entry of the tree to the set of information that is associated with each entry.
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In an IP network, two interfaces are directly connected in the IP layer only if their

addresses belong to the same IP network segment as determined by their respective

addresses and masks. Insuring network connectivity requires the allocation of individual

addresses from the same block for all mutually connected addresses. A connection is an

5 address block that has been allocated to represent a network segment with multtple

attached interfaces.

Creation of the first interface on a network segment requires the allocation of a

block of address space for the connection. The entire block is designated as belonging to

the connection so that it cannot be divided or transferred to another purpose. The

, 0 allocated block must be of sufficient size to support the number of interfaces that will

ultimately be connected to the segment. A single address is assigned from the available

addresses within the connection block. This address along with the mask of the entire

connection block comprises the interface address. Subsequent allocation of interfaces on

an existing segment requires identifying the existing connection block. Another address

15 from within the connection block is assigned to the interface along with the mask of the

entire connection block. In each case, the status of the address within the connection

block is changed to indicate the individual address is in use.

Connection blocks may not be further divided for transfer to another network.

Therefore, selection of addresses within a connection block is not subject to lending as

20 discussed below with reference to FIGS. 3 and 4. In addition, addresses within the block

will not aggregate with descendant networks, so the aggregate processing of rated fit

selection is unnecessary, as discussed below with reference to FIG. 8.

Devices define sets of associated addresses that comprise a structured view of a

physical or logical network. Devices provide links between their attached networks,

25 regardless of the relationship between those networks. They may link networks from

distinct instances of IP space, for example public and private networks, and between

networks of different address types, including but not limited to IPv4 and IPv6.

Device templates assist the user in creating an appropriate set of interfaces and

allocations. A template predefines a set of interfaces and configuration data appropriate

30 for a selected hardware type of a particular application of the type. It may be used to

restrict the number and type of interfaces, follow naming conventions, request specific

13
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descriptive information, or eontrol the type of addresses that may be applied to specific

interfaces

As discussed above in relation to FIG. 1. the manager application may provide

various functions including the controlling the status of the various Mocks of network

address space being managed. One function is an allocation function whereby a block

becomes allocated by its status as a free block being changed to a new allocated status.

This allocation ft.nc.ion is represented in FIG. 3. The allocation functions begtn a. free

biock operation 3W upon the user providing a request to allocate a free block such as for

a device connection discussed above. The user provides information to initiate allocation

of a free block by adding devices to the network and creating a connection for the devrce.

FIG 12 shows an illustrative screenshot 1200 of a manager application where the

user is attempting to add a device which gives rise to the allocation operations of FIG.
3^

The current network is "A.1 office" 1202 as highlighted in the tree. The user has selected

•devices" button 1208 which displays the device option, The user has also then selected

,he "add" button 1204 which displays the menu of devices that the user may add to the

network, to this example, the user selects the Acme single port devrce, referencing a

template with predefined configuration detai.s for mat device type. Device templates

assist the user with accurate address allocation by specifying an appropriate number of

interfaces and the allowed address options for the device, for example support of stogie-

20 bit addresses which will be discussed further.

FIG 13 shows an illustrative screenshot 1300 where the user is completing the

addition of the device to the network by providing additional infotmation for the manager

apphcation. The user specifies .he name 1302 and other details as desired such as a more

detailed description for the device. The interface name for the device may be prov.ded

25 and may be altered as desired by .he user, along with a more de.ai.ed description for the

interface The user may select the connection source from a drop down menu of the

network, In this example, me user has selected the Atl office" as the connection source

for the single port device being added to the "All office" network.

FIG 14 shows an illustrative screenshot 1400 where the user has selected the

30 connection source and must now selec. .he connection for the single port device. A drop

down menu 1402 is provided to allow the user to select between an existing connection

14
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that is available for the device or to opt to create a new connection. In this example, the

user selects the existing connection that is available. The overall status of the block is not

changed because the block is allocated to the connection as a unit. However, this action

selects a single address that is available within the connection and changes its status to

5 indicate its assignment to the device interface. Therefore, in this example, the allocation

operations of FIG. 3 might not be fully utilized. The selection of an address is limited to

selecting a single address from the available addresses within the connection block. FIG.

15 provides a screenshot 1500 that shows that the new device connection is assigned to

the address block 1502 for the chosen connection.

10 An alternative method of tracking the connection block is to mark each block

within the connection separately, using an "available" status for those addresses within

the connection but not allocated to an interface. In this case the allocation action will

change the status of the individual address but not affect the other addresses within the

block.

15 However, FIG. 16 provides an illustrative screenshot 1600 where the user opts to

create a new connection from the drop down menu 1602. The user provides a name in

field 1604 for the new connection and at option 1606 selects either to have a point-to-

point connection or a pool connection. A point-to-point connection contains only two

usable addresses, where a pool connection contains more. IP addresses in particular

20 reserve the first and last address from each block for a special purpose. A block of four

addresses is used for a point-to-point connection, where two addresses are reserved and

the remaining two are available for use. Block details 1902 in FIG. 19 show an example

of address reservation in a /30 block. Pool addresses are available as any larger size block

of the form 2", where 2 addresses are reserved and 2" - 2 are available and are used to

25 support multiple access network segments, such as LANs. Additionally, at option 1608,

the user selects whether to use a /3 1 addressing, which may only be used if a device

supports /31 network addressing. In IPv4, /31 represents a block of two addresses which

would normally both be reserved. These devices may be configured to ignore the

reserved addresses in blocks of size two and interpret them both as usable addresses.

30 FIG. 33 provides an illustrative screenshot 3300 of an alternate application in

which the user is adding a device. The user has selected a template group from menu
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3302 to display the list of available templates with descriptions. The user has then

selected template 3304 '2620-1E2W to begin creating a device of type "2620"

predefined with one Ethernet and 2 serial ports. The user enters descriptive information

for the device in fields 3306. The user may increase the number of interfaces that will be

defined in this instance of the device by making a selection from drop down menu 3308.

The options in this menu 3308, and therefore the number of interfaces that may be

created on this device, is controlled by the device template. The user may also delete the

predefined interfaces by selecting the delete buttons 3310. The interface names and

descriptions may also be predefined in the templates to provide consistent naming with

external systems or hardware configurations, allowing the allocated interface addresses to

be accurately mapped to live network hardware or external monitoring applications. The

grayed field 3312 indicates that interface name "E0" may not be changed, while fields

3314 with interfaces SO and SI are editable.

Figure 34 provides a screenshot 3400 that shows the result of the successful

creation of the device, before any addresses are allocated for it. Selecting button 3402

presents the user with allocation options as shown in screenshot 3500 of figure 35. In this

screen, the user selects the source network for the allocation from network menu 3502.

The user then selects whether to use an existing connection or a new connection through

selector 3504. The "available" selector is disabled to indicate there are no connections

with available addresses in the selected network. The options for defining a new

connection are displayed in box 3506. The user has selected a point-to-point connection.

The "Use /31 address" option 3508 is disabled because the template defined this interface

on this device type to be unable to support this option.

Device templates may be further defined to restrict the addresses types that a

device or specific interface may support. Through mapping of the represented interface to

live network equipment, a device template may also be defined to represent multiple

logical interfaces per physical interface on a physical device.

Upon the user completing this information of FIG. 16 or FIG. 35, the manager

application then begins the logical operations ofFIG. 3 to allocate a free block of the "Atl

D office" network for the new connection. The find free operation 300 attempts to find a

block for the chosen network that is free and can be allocated for this new connection.
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The details of the free block operation 300 are discussed in more detail below with

reference to FIG. 5.

As shown in FIG. 5, the free block operation 300 begins at query operation 500

which detects which allocation type has been specified for the current network. The

allocation type is originally specified when the network is added to the corporation, but

the allocation type may be modified by the user thereafter. FIGS. 23-26, discussed

below, provide screenshots that show a network having its parameters such as allocation

type modified by a user. Thus, query operation 500 detects what the current allocation

type is for the network. Once the allocation type is detected, the free address block is

selected accordingly.

The allocation type may be one of several types. The allocation type may be

"next block" which selects the next block by numerical order of address according to the

allocation order configured for the network. When "next block" is the allocation type, the

free block is chosen at next block operation 510 which is described in more detail below

with reference to FIG. 6.

The allocation type may be "utilization fit." The utilization fit selects a block of

the smallest available size that is of sufficient size to satisfy the allocation request.

Utilization fit may be fit high or fit low by numerical order of address. When utilization

fit is the allocation type, the free block is chosen at utilization fit operation 520 which is

described in more detail below with reference to FIG. 7.

The allocation type may also be "rated fit." Rated fit selects a block with the best

rating derived from the block characteristics of size and aggregation with other blocks

and is dependent upon the reason for the allocation. Rated fit may also be fit high or fit

low. When rated fit is the allocation type, the free block is chosen at rated fit operation

530 which is described in more details below with reference to FIG. 8.

The allocation type may be of some other type as well, such as a type that has

been defined in an implementation enhanced with one or more other allocation types.

When this other type is selected, the free block is chosen at fit operation 540 according to

the rules defined for this particular allocation type.

) Once the find operations have completed, query operation 550 of FIG. 5 detects

whether a block was successfully found. If not, then a fail is returned by the free block
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operation 300 at fail operation 560. If a free block is successfully found, then the block is

returned by the free block operation 300 at block operation 570.

Upon the free block operation 300 of FIG. 5 returning a block, operational flow

proceeds to query operation 340 where it is determined whether the returned block is

larger than the requested size. The requested size may be determined by the size

necessary to support a new connection being requested by the user as discussed above

with reference to FIG. 16, or may have been explicitly set by the user by requesting that

space be selected from the network and be given an allocated status.

FIG. 22 provides a screenshot 2200 that shows an example where a user requests

that a defined range of address space be selected from a current network and be given a

specified status once the block of the requested size is found. Tins option allows the

assignment of alternate statuses to the block. The user selects the network 2202, the

ranges button 2204 and then add button 2206 to reach the request page that includes the

range size fields 2208 as well as the request type drop down menu 2210. The range size

fields 2208 allow the user to specify the size of the range to add for the current network

by entering a mask size, a netmask, or as another alternative not shown in FIG. 22, by

entering the starting and ending addresses to use. Where the user enters the size of the

range by selecting a mask or a netmask, the user may also specify the minimum starting

address and/or the maximum ending address to restrict the address of the range to be

added.

Returning to query operation 340 of FIG. 3, if the block is not larger than the

requested size, then operational flow proceeds to status operation 360 where the status of

the returned block is changed within the definitional listing to a new status. The status

may be set to the requested status where additional processing may occur prior to setting

the status to be allocated. Such additional processing may include transferring the block

to another network, or updating additional tables in the definitional listing with

information about the allocation, for example device and interface identification. Where

no such additional processing is required, the status may be set to "allocated,"

"connection," or some other status name representing that this block of addresses is no

) longer free but is or soon will be in use in the network.
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Where query operation 340 finds that the block is larger than the requested size,

then split operation 350 splits the block in half and selects the upper or lower half

according to the allocation order currently set for the network within the definitional

listing. The remaining unselected half is returned to the network and keeps its status as

5 free. Query operation 340 then detects for the selected half whether it is larger than the

requested size. If so, then operational flow returns to split operation 350 where the

selected half is split. This splitting continues until the selected half is no longer larger

than the requested size so that operational flow proceeds to status operation 360.

If this operation fails to return a block, under certain conditions the process may

10 attempt to acquire additional address space from another network to satisfy the request

through the lending process. Returning to find free block operation 300, if this operation

fails to return a block because a free block for a specified range of the network, if a range

has been specified, could not be found for the requested size, then operational flow

proceeds to query operation 310. Query operation 310 detects whether a block of the

15 requested size exists for the current network regardless of the address range. If it does

exist, then a fail is returned at fail operation 330 and the failure notification to the user

may specify that the fail results from the specified range not having a satisfactory free

block but that the network does contain a satisfactory free block outside of the specified

range. This fail occurs to prevent an unnecessary lend from occurring from another

20 network when the current network has a free block that will satisfy the request if the

range restriction is removed.

If the user has not specified a minimum and/or maximum to the range, as noted

above for FIG. 22, then query operation 310 is omitted and operational flow proceeds

directly to lend operation 320. Also, if query operation 310 is not omitted due to the user

25 specifying a minimum and/or maximum to the range and query operation 310 detects that

the current network does not have a free block of at least the requested size regardless of

the specified range, then operational flow proceeds to lend operation 320. Lend

operation 320 is discussed in greater detail below with reference to FIG. 4. The lend

operation 320 attempts to lend address space from an ancestor network (i.e., higher up the

30 path in the tree structure) to a descendant network to satisfy the request for allocation of a
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block. If the lend fails, operational flow proceeds to fail operation 330 which returns a

fail to the user. If the lend succeeds, operational flow proceeds to query operation 340.

When an allocation according to the logical operations of FIG. 3 succeeds, then

the user may be provided with various visual indications of the successful allocation. As

shown in the screenshot 1700 of FIG. 17, an added device and interface is shown with the

address 1702 selected from the new connection block. The interface address is an

individual address while the mask gives the size of the associated connection block. For

another example of requesting that address space be allocated by directly specifying the

size and status, such as shown in FIG. 22, a successful indication of the allocation of

address space is shown in the screenshot 3100 of FIG. 31.

Returning to the example of FIG. 17, upon completing the successful allocation

and display of the added device with the newly allocated address block, the user may

select to see the summary of devices as shown in the screenshot 1800 of FIG. 18. The hst

of devices 1806 now includes the new device while the list 1804 of address details for the

current network reflects the new connection for the device which is assigned to the newly

allocated address block 1808 for the owner connection. As shown in the screenshot 1900

ofFIG 19 the arrow 1904 beside each block of addresses for the current network may be

selected to display the details of that block in a list 1902 which sets forth the individual

addresses, their status, and any device details associated with an address. Address 1906

indicates the individual address assigned to the new device interface.

In the example shown, the block of addresses 192.168.122.16/30 allocated for the

"Atl office" network was borrowed from the ancestor network "Merchant" using the lend

operation 320. As shown in the screenshot 2000 of FIG. 20, a map 2002 showing the

address space for the selected network 2004 shows the 192.168.122.16/30 block as

allocated for the "Atl office" network. Screenshot 2100 of FIG. 21 includes a map 2102

that shows that particular block being undefined for "Merchant," the selected network

2104, since the lend operation 320 took the address space from "Merchant" network and

provided it to the "Atl office" network.

The details of the lend operation 320 are shown in FIG. 4. Lending is possible

) when there is a tree or other network structure. Alternately, the allocation process of

FIG 3 can happen in a flat environment, but lending will be left out, or will require some
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other means of identifying the lending network. The logical operations of the lend

operation 320 begin at query operation 400 where it is detected whether this network may

attempt lending, whether the parent (i.e., immediate ancestor) of the current network is

compatible and whether the parent allows lending of the requested size. This

5 determination is made by referring to the definitional listing for the current network and

the parent of the current network. To attempt lending, the current network must be

configured to aggregate, meaning it may share the same instance of address space as its

parent. The ID of the parent network for the current network is found from the listing for

the current network and then this ID is looked up to find the listing for the parent. The

10 type category is then referenced to determine whether the type for the parent matches the

type for the child. For example, an IPv4 parent may lend to an IPv4 child, but not to an

IPv6 child or an ASN child. Also, the lending limits category for the parent is referenced

to determine whether the maximum limit, if lending is allowed, is set to at least as large

as the size of the requested block. If the aggregation setting for the current network is no,

15 the type is not a match or the lending size is not adequate, then the lending operation

returns a fail

Where query operation 400 finds that the parent is compatible and the lending

limits of the parent are adequate, then operational flow proceeds to adjustment operation

410 where the requested size is adjusted so that it is at least as large as the minimum

20 lending limit set for the parent. The minimum lending limit tends to prevent excessive

fragmentation of address space in ancestor networks. Then, free block operation 420

attempts to find a free block in the parent network that meets the requested size. Free

block operation 420 proceeds according to the logical operations of FIG. 5 discussed

above, where finding a free block is done according to the allocation type and order

25 defined for the parent network in the definitional listing. When free block operation 420

succeeds, operational flow proceeds to split operation 450.

Where free block operation 420 fails to find a satisfactory free block of at least

the adjusted size and within the specified range, if any, then query operation 430 detects

whether a free block of the adjusted size exists within the parent network regardless of

30 the specified range. If a free block of sufficient size does exist within the parent, then the

lend operation returns a fail. However, if the parent network does not have a free block
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of sufficient size regardless of specified range, then operational flow proceeds to lend

operation 440. Also, where no range is specified in the allocation request, then

operational flow proceeds directly to lend operation 440 once free block operation 420

has failed.

5 Lend operation 440 attempts to lend address space from the parent network of the

parent Lend operation 440 proceeds according to the logical operations of FIG. 4

beginning at query operation 400. When lend operation 400 fails, a fail is returned to the

user. However, when lend operation 400 succeeds, operational flow proceeds to split

operation 450.

10 Split operation 450 repetitively splits the block in half and keeps one half

according to the allocation order and returns the other half to the parent network as free

until the block is no larger than the adjusted block size. Once the block is of the adjusted

block size, operational flow proceeds to block operation 460 where the block is

reassigned to the receiving network and returned from the lend operation 320 to query

15 operation 340 of FIG. 3, or from lend operation 440 to split operation 450 of FIG. 4 if all

levels of lending have not yet completed to return the block to the current network.

FIG. 6 shows the logical operations of the next block allocation type as utilized in

next block operation 510 of FIG. 5. The logical operations begin at filter operation 600

where the address blocks of the network are filtered to include only blocks that are free

20 and are of the requested size or larger. Then, at range operation 610, if an address range

has been specified for the allocation request, then only those blocks that are free and of at

least the requested size that are within the specified range are kept.

Once the set of blocks for the network have been filtered to eliminate those that

are not free, are not of sufficient size, and/or are not within the specified range, then an

25 attempt is made to choose a block from the set of remaining blocks, if any, at select

operation 620. The block that is chosen is the highest or lowest numbered address of the

remaining blocks in accordance with the network allocation order specified for the

network in the definitional listing. Once an attempt to select a block is made, then query

operation 630 detects whether a block remained in the set such that it was able to be

30 selected. If not, then a fail is returned by the next block operation 510. Ifablockwas
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selected, then the block is returned from the next block operation 5 1 0 at block operation

640.

FIG. 7 shows the logical operations of the utilization fit allocation type as

performed in utilization fit operation 520 ofFIG. 5. The logical operations begin at filter

operation 700 where the address blocks of the network are filtered to include only blocks

that are free and are of the requested size or larger. Then, at range operation 710, if an

address range has been specified for the allocation request, then only those blocks that are

free and of at least the requested size that are within the specified range are kept.

Once the set of blocks for the network have been filtered to eliminate those that

are not free, are not of sufficient size, and/or are not within the specified range, then an

attempt is made to choose a smallest block from the set of remaining blocks, if any, at

select operation 720. Selecting the smallest block preserves larger blocks for future

allocation needs. The smallest block that is chosen is the highest or lowest numbered

address of the remaining blocks of the same smallest size in accordance with the network

allocation order specified for the network in the definitional listing. Once an attempt to

select a smallest block is made, then query operation 630 detects whether a block

remained in the set such that it was able to be selected. If not, then a fail is returned by

the utilization fit operation 520. If a block was selected, then the block is returned from

the utilization fit operation 520 at block operation 740.

FIG. 8 shows the logical operations of the rated fit allocation type as utilized in

rated fit operation 530 of FIG. 5. Initially, the current aggregation environment is

determined for the current network by set operation 800 and utilization operation 810.

The logical operations begin at set operation 800 where the set of child networks of the

current network that will aggregate with the current network are obtained from the

definitional listing. This is done by looking up the ID of the current network in the parent

network category of each of the networks and also referencing the aggregation category

and address type of each child network to see if it aggregates with the current network.

For each child network that is obtained, the utilization of it and the aggregate

descendants of it (i.e., its children and descendents that aggregate with it) is found at

) utilization operation 810, discussed in more detail below with reference to FIG. 2A.

Also, the set of descendant aggregate blocks for it are obtained, that set being the
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aggregate of all blocks belonging to all descendent networks that will aggregate with the

current network, regardless of block status. The aggregate blocks and descendant

aggregate blocks are shown in figure 2A. Non-aggregate descendants are not analyzed

because they are considered to have a distinct instance of address space and they are not

candidates for future address transfers. Then, at filter operation 820, the address blocks

of the current network are filtered to include only blocks that are free and are of the

requested size or larger. Also, if an address range has been specified for the allocation

request, then only those blocks that are free and of at least the requested size that are

within the specified range are kept.

Once the address blocks of the current network have been filtered, query

operation 830 detects whether at least one block of the current network exists that meets

the filtering criteria. If not, the rated fit operation 530 returns a fail. If so, then each

block for the current network that passed through the filtering is rated at rate operation

840 according to the aggregation environment that is defined by the information collected

15 in the previous operations. The details of the rate operation are discussed below with

reference to FIG. 9. Upon rating each block, a block with the highest ranking is selected

at select operation 850 and is returned as the selected block. Where multiple blocks tie

for the highest ranking (i.e., lowest numerical rating), then the winning block is selected

based on which has the smallest block size. If the multiple blocks tying for the highest

20 rating also have the same size, then the block that is highest or lowest, depending on the

network allocation order, is selected.

FIG. 9 shows the logical operations for rating a block. A block rating is a

weighted composite of various measurements of block characteristics. The rating process

may be tuned by adjusting the weights, and these weights may be adjusted by parameter

25 inputs. The logical operations begin at base rating operation 900 where the base rating

for the block is calculated based on block size. This insures that the rated fit may be

made to optimize for utilization among blocks that have no additional ratable

characteristics (no aggregation or other tested qualities). The base rating may include a

standard weight that determines the importance of block size against other characteristics.

30 After calculating the base rating for a block, query operation 910 detects whether

the block aggregates with any child descendant aggregate block. If not, then the rating
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process is done and the rating given to the block is based solely on block size. If the

block does aggregate with any child descendant aggregate block, then query operation

920 detects whether this current allocation request is a lend request such as performed at

lend operation 320. If not, then the rating for the block is adjusted for reserve and child

utilization at adjustment operation 940 and the rating process ends. This adjustment to

the rating effectively reserves the block for future allocations to those descendant

networks. The adjustment for child reservation is calculated by weighting the block size

and adding a standard weight. The composite oftwo factors allows adjustment to be

based on or independent of the block size. The tendency to reserve blocks is tuned by

weighting the amount the ratings are adjusted for these blocks. The rating may be further

adjusted by a weighted measure of the utilization of the aggregate network and its

descendants. The utilization adjustment also includes a weighting factor that is multiplied

by the block size and the aggregate child utilization, plus a standard amount multiplied by

the aggregate child utilization. The two weights allow the adjustment for utilization to be

affected by or independent of block size. Multiplying the adjustment by utilization also

has the effect ofmore strongly reserving blocks that will aggregate with children that are

more fully utilized.

For blocks where query operation 920 detects that this is a lend request, then

query operation 920 detects whether the block aggregates with the lend destination (i.e.

the network that receives the block of the lend). If not, then operational flow proceeds to

adjustment operation 940. If so, then operational flow proceeds to adjustment operation

950 which adjusts, based on weighting, the rating for the block that will aggregate with

the child network that will receive the block through lending, and then the rating ends.

The rating adjustment for lending includes a component based on block size and a

component of standard weight, allowing the adjustment to be based on or independent of

block size. The rating resulting from such adjustment favors such a block to improve

aggregation in the network.

As an example using the network configuration and address data in FIG. 2,

allocate a range in the "Manufacturing" network with a block size of /28 (16 addresses).

) Table 1 below defines the fit parameters that will be used to rate and select a block in this

example. FIG. 2A shows the aggregate block lists and utilizations that are calculated in
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utilization operation 810 in the rating process. The utilization percentages are calculated

as the sum of the sizes of non-free blocks in the network and its aggregate descendants

divided by the sum of the sizes of all of the blocks in the network and its aggregate

descendants as shown in FIG. 2A (last column).

There is no address space available in the "Manufacturing" network, so a lend

request is made to the parent network "Acme." Block selection from "Acme" is restricted

by lending limits 210(/28) and 220(/26) of "Acme," making blocks 230

(192.168.120.144/28) and 240 (192.168.120.208/28) the only blocks available to sahsfy

the lend request.

The block factor (BF) is a measurement of the block size expressed as the number

of host bits. Candidate block 230 is a /28 block so the block factor is (address size -

mask) = (32 bits - 28) = 4. The base rating for the block is (block size factor * block

factor) = 6 * 4 = 24. In query operation 910, it is determined that the block will aggregate

with network "Accounting" and the process continues to query operation 920. This is a

lend request so processing continues to query operation 930. "Accounting" is not the lend

destination for the request, so processing continues to adjustment operation 940 where

the rating is adjusted for reservation. The adjustment for reservation is [
(BF * aggregate

reserve factor ("ARF")) + aggregate reserve base ("ARB") ]
=

[(
4*-0.5625)+18] = 15.75.

The adjustment for child utilization is [(BF * aggregate utilization factor ("AUF")*

Accounting utilization) + (aggregate utilization base ("AUB") * Accounting utilization)]

=
[(
4*-0.169921875*.50) + (5.4375*.50)] = -0.33984375+ 2.71875 = 2.37890625. The

total rating is the sum of the base and adjustments ( 24 + 15.75 + 2.37890625 )
-

42.12890625.

Block 240 is the same size as block 230, so it has the same block factor of 4 and

the same base rating, 24. It aggregates with Sales, which is not the lend destination, so the

rating is adjusted for reservation and child utilization in adjustment operation 940. The

reserve adjustment will be the same value as the previous block. However, the utilization

for Sales and its descendants is 62.5%, so the child utilization adjustment is

[(BF*AUF*Sales Utilization) + (AUB*Sales Utilization)] = [(4*-0.169921875*.625) +

) (5.4375*.625)] = -0.4248046875 + 3.3984375 = 2.9736328125. The total rating is ( 24 +

15.75 + = 2.9736328125 = 42.7236328125.
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The block with the lowest rated value is the preferred block. 192.168.120.144/28

is selected. The block is not larger than the adjusted allocation request, so the entire block

is transferred to the child network "Manufacturing."

If the lend request for a /28 came from Accounting, the rating ofblock 230 would

change. Query operation 930 would detect that the block aggregates with the lend

destination and the rating would be adjusted by adjustment operation 950. The lending

adjustment would be [(BF * aggregate lend factor ("ALF")) + aggregate lend base

("ALB")] = [(4
* 0.4) + -12.8] - (1.6 - 12.8) = -11.2. The composite value is the base

rating plus the lend adjustment = 24 + -1 1.2 = 12.8. Block 240 would not change its

rating(42.7236328125) and block 230 would be chosen.

If the allocation request for a /28 came from Sales, block 230 would have the

original value (42.12890625) and block 240 would be adjusted for lending at adjustment

operation 950 for a final rating of 12.8. In this case, block 240 would be chosen.

Name
Block Size Factor

Aggregate Lend Factor

Aggregate Lend Base

BSF

Aggregate Reserve Factor

Abbreviation

ALF
ALB
ARF

Aggregate Reserve Base ARB

Aggregate Utilization Factor piUF

Aggregate Utilization Base AUB

Value

0.4

-12.8

-0.5625

18

-0.169921875

5.4375

Table 1 - IPv4 Rated Fit Parameters

The rated fit parameter values can be changed to adjust the relative importance of

block size, aggregation with children, child utilization, and lending when selecting a

block.' The adjustments are used to tune the performance of the selection process for a

balance of address utilization and aggregation. A screenshot 3200 of FIG. 32 shows a

rated fit parameter table 3202 that the user has selected for viewing. The user may

manipulate one or more of the parameters for each type of network of this example by

clicking on the edit control 3204 which allows the user to enter a new parameter value in

the table where appropriate.

The rated fit factors may be implemented as adjustable parameters to allow the

user to control and tune the behavior of rated fit allocations. A factor wizard may be
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provided to assist the user in determining appropriate values for the factors to produce a

predictable behavior. The user answers a series of questions regarding the choices that

should be made in specific block comparisons. The factor values are computed from the

user input. FIG. 32A shows a screenshot 3210 that provides one embodiment of a wizard

5 for assisting the user in setting the rated fit parameter values.

Initially, the user selects in menu 3212 the address type of the network(s) that the

rating operations will operate upon using the rated fit factors, and this value determines

bW The user specifies whether the difference in bits between a large block that will

aggregate with a requesting child and a smaller block that will not aggregate with any

10 child is constant throughout the entire range of block sizes at selection 3214. Then, at

field 3216, the user specifies this difference in bits for the smallest blocks, which is delta

.endo ("W)- At field 3218, if the user selected that the difference in bits is not constant

at selection 3214, then the user specifies the difference in bits for the largest blocks,

which is deltaM ("W). If the difference is constant, then the value is equal to 8,endo.

15 At selection 3220, the user specifies whether the difference in bits between a large

non-aggregate block and a smaller block that would aggregate with a child is constant

throughout the entire range ofblock sizes. Then, at field 3222, the user specifies this

difference in bits for the smallest blocks, which is delta reso ("5
reso"). At field 3224, if the

user selected that the difference in bits is not constant at selection 3220, then the user

20 specifies the difference in bits for the largest blocks, which is delta resl ("8resl "). If the

difference is constant, then the value is equal to 5reso.

At selection 3226, the user specifies whether child utilization affects reservation

of blocks of the parent. If the user selects that child utilization does affect reservation of

the parent blocks, then at selection 3228, the user specifies whether this effect of child

25 utilization is constant throughout the entire range ofblock sizes. The user specifies at

field 3230 how much larger the difference in bits between a large non-aggregate block

and a smaller block that would aggregate with a child is at 100% utilization for the

smallest blocks, which is delta uti,o CW). ^ child utilization has no effect, then 5util0 is

equal to zero. Then, the user specifies at field 3232 how much larger the difference in

30 bits between a large non-aggregate block and a smaller block that would aggregate with a
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child is at 100% utilization for the largest blocks, which is delta utin ("5utiii"). If the

difference is constant across the entire address range, then 5utm is equal to 8utii0 .

Upon receiving these inputs from the user through the wizard for FIG. 32A, then

the factors of Table 1, listed as set 3234 of FIG. 32A may be computed. These

computations follow as equations 1-6. In these equations, a block size factor ("BSF") is

used. This value may be any positive real number. Changing this value scales all of the

ratings but results in the same relative ratings. A value of 1 or bfrox are reasonable values

for BSF, but any value may be used. Using a negative value ofBSF will cause the

portion of the rating based on block size to favor larger blocks, therefore increasing

fragmentation of the address space. A zero value ofBSF results in all parameters being

zero, which disables the rating system completely and resorts to block selection by size

and then address order, thereby mimicking the utilization fit.

ALF _ BSF(Sla„,0
-5

lmin) equation ( 1

)

ALB = -[ALF + BSF)-8,clM equation (2)

ARB = BSF-5rcs0
equation (3)

ARF =
BSF -6^- ARB equation (4)

AUB = {BSF + ARF) S
lllil0

equation (5)

AUr
_(BSF + ARF)Sulil>

-AUB
equation (6)

Screenshot 3210 also includes a chart ofblocks with varying mask sizes 3236 and

resulting ratings 3238 for each block size with variation in aggregation and child

utilization. Accordingly, a user can verify the ratings that result from the answers the

user has provided to the wizard and that will be applied during rated fit selection of

blocks.

FIG. 23 provides a screenshot 2300 that shows the network settings for a network

2302 being adjusted by selecting the architecture button 2304 and then the modify button

2308. The result is that a page 2306 of user input fields are displayed to allow the user to
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configure the parameters of the network. As shown in screenshot 2400 of FIG. 24, the

user may select the allocation type drop down menu 2402 to modify the allocation type

and order of the current network. As shown in screenshot 2500 ofFIG. 25, checkbox

2504 allows the user to select whether the network will allow lending. If lending is

5 allowed, the user may select the lending minimum drop down menu 2502 to select the

minimum size block that the network will lend. As shown in screenshot 2600 of FIG. 26,

the user may select the lending maximum drop down menu 2602 to select the maximum

size block the network will lend. A logical extension is to configure the lending limits of

aggregate networks so that descendant networks lend smaller blocks than ancestors.

10 After completing a request for allocating a block of networking address space, a

user may choose to deallocate a previously allocated block. For example, the user may

delete all devices from the connection that a block has been allocated for such that the

block can be deallocated and returned to the free status. Also, the user may explicitly

choose to delete an allocated address range that has no devices assigned to it. The

15 screenshot 2700 of FIG. 27 shows an instance where a user has chosen a network 2702

and has selected a ranges button 2704 to gain access to the address ranges for the

network. Additionally, the user has selected a range 2708 of address space and has

selected the delete button 2706. This has resulted in a page being displayed that provides

the addresses 2712 of the range and a button 2710 to complete the deletion of the range.

20 Deleting the range serves to return the range to a free status from its present allocated

status.

Upon selecting the button 2710 to complete the deallocation or upon another

deallocation trigger, the logical operations of FIG. 10 for deallocating the block begin.

Initially, query operation 1000 detects whether the network has a re-use interval by

25 referencing the re-use interval category for the network within the definitional listing. If

not then operational flow proceeds to query operation 1030. If so, then status operation

1010 sets the block status to re-use delay which indicates that the block is in a pending

deallocation status. Then at delay operation 1020, the deallocation is delayed until the

expiration of the re-use interval. The re-use interval may range from no delay to never

30 allowing re-use. If never allowing re-use, then operational flow ends at delay operation
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1020 by leaving the block in the re-use delay status. Those skilled in the art will

recognize there are many methods and time units for implementing the delay timer.

Once the delay operation 1020 reaches the expiration of the re-use interval, the

operational flow proceeds to query operation 1030 where it is detected whether a reclaim

5 is pending that affects the block being deallocated. It is known that a pending reclaim

affects the block being deallocated because the block being deallocated is identified as

having a pending reclaim in addition to the allocated status by a reclaim process that has

been initiated. If that is the case, then operational flow proceeds to reclaim operation

1040, entering at split operation 1 140. The details of the reclaim operation 1040,

10 including split operation 1 140, are described in more detail below with reference to FIG.

1 1 . If there is no pending reclaim affecting the block currently being deallocated, then

operational flow proceeds to coalesce operation 1050 where the deallocated block is

coalesced with adjacent free blocks to form the largest possible free block.

The coalesce operation 1050 is repetitive in that the adjacent block to the

1 5 deallocated block coalesces with the deallocated block to form a larger block, and then

the adjacent block to the larger block coalesces with the larger block to form an even

larger block. This carries on until there are no more adjacent free blocks. By coalescing

the blocks, it is insured that at any restful state, the free space present in the network is

represented as the minimum number of and largest possible blocks. The resulting block is

20 returned to the network as free.

Upon successfully deallocating a block, such as after pressing the button 2710 of

FIG. 27 and after expiration of any re-use interval, a visual indication of the deallocated

block may be provided. An example is shown in the screenshot 2800 of FIG. 28 for a

network 2802 where the summary of the address ranges are displayed. The deallocated

25 address block is indicated as having a free status 2804. In this example, no adjacent

blocks were free to coalesce with the deallocated block such that the deallocated block

has retained its size but has the free status. Had the deallocated block coalesced with

adjacent blocks, then the visual indicator may have displayed the larger block after the

coalescing completed as having the free status. As shown in the screenshot 2900 of FIG.

30 29, if a re-use interval for the block being deallocated for a network 2902 has not yet
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expired, then the summary of the address ranges displays the address block as having a

re-use interval delay status 2904.

A reclaim may be initiated for a block of addresses to collect address blocks for

future disposition. A reclaim reserves free and deallocated blocks until the larger

requested block is available. Reservation prevents allocation, movement, or removal of

any block while a pending reclaim covers that block. Reclaim facilitates renumbering,

which is necessary when merging two networks with conflicting space, returning an

address block to a service provider or registry, or for network reorganization. Reclaim

may also be used to restore address blocks that have been moved by other processes such

as lending. Reclaim actions include setting to free, deleting, moving to another network,

or allocating.

As one example of initiating a reclaim, a user may select that a reclaim be

performed as shown in the screenshot 3000 of FIG. 30. In this example, the user has

selected a network 3002 and then the architecture button 3004. Additionally, the user has

selected the address selection 3006 to access a page providing options for manipulating

the address space for a network. In this case, the user has selected a reclaim option 3008

and has provided a start address and mask size 3010 defining a block to reclaim. The

user could have specified the block in other ways as well such as using a netmask or an

ending address.

The user then selects the particular type of reclaim to perform from a reclaim drop

down menu 3012, such as a normal reclamation, a reclaim move, or a reclaim remove.

Upon completion of the reclaim block, a normal reclamation returns the block to the

current network as free, while a reclaim move reclaims the address block for the network

and moves it to a destination network specified by the user, and while a reclaim remove

reclaims the address block and then removes it from the network space altogether leaving

the block undefined.

Upon the user selecting the reclaim option, the logical operations of FIG. 11

begin. Initially, all free blocks in the current network that are affected by the reclaim

block are found at block operation 1 100. The reclaim block may be larger than the

individual blocks defined for the current network where the individual blocks are not all

free such that they have not coalesced into a larger block the size of the reclaim block.
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These blocks are marked with the reclaim pending status, which prevents their use by any

other process while the reclaim is in progress. Also, the reclaim block may fit within a

larger defined block for the network such that the larger block must be split in half one or

more times to reveal the reclaim block. The portion of the block that has been split that is

not affected by the reclaim is returned to the network as free.

Query operation 1 1 10 detects whether the entire reclaim block is in reclaim

pending status. If so, then the requested reclaim action, such as setting to free, deleting,

moving to another network, or allocating is performed at action operation 1150. If the

entire reclaim block is not in reclaim pending status because some portion of the reclaim

block remains in another status other than free, then operational flow proceeds to monitor

operation 1 120. Here, the status of the current network is monitored for trigger events

that cause operational flow to proceed to query operation 1 1 30. These events include the

definition of new blocks, the deallocation of blocks, the completion of a separate reclaim

action, or any other activity that results in new free blocks in the network.

Upon one of these triggering events being detected, query operation 1130 detects

whether the new or changed block is affected by the pending reclaim. If not, then

operational flow returns to monitor operation 1 120. If so, then operational flow proceeds

to split operation 1 140 where the new or changed block is split in half as many times as

necessary to reveal the block of the new or changed block that is affected by the pending

reclaim. The block(s) of the new or changed block not affected by the reclaim remains as

free while the block that is affected by the pending reclaim is marked with the reclaim

pending status. Operational flow then returns to query operation 1110.

While the embodiments above are discussed in relation to IPv4 networking

addressing, it will be appreciated that the discussion in relation to IPv4 is for purposes of

illustration only and that these embodiments may be used in conjunction with networks

using ASN, IPv6, or other networking addressing schemes. Furthermore, the logical

operations for receiving user input and controlling the status of networking address space

has been discussed in the context of CIDR format IP address space for purposes of

illustration only. Therefore, it will be appreciated that embodiments of the present

invention are operable in the context of other networking address types as well, such as

but not limited to telephone numbers, MAC values, serial numbers, and others.
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Although the present invention has been described in connection with various

illustrative embodiments, those of ordinary skill in the art will understand that many

modifications can be made thereto within the scope of the claims that follow.

Accordingly, it is not intended that the scope of the invention in any way be limited by

the above description, but instead be determined entirely by reference to the claims that

follow.
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